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Abstract

ALISA (Adaptive Learning Image and Signal Analysis) is an adaptive statistical learning engine that may be used to detect and classify the surfaces and boundaries of objects in images. The engine has been designed, implemented, and tested at both the George Washington University and the Research Institute for Applied Knowledge Processing (FAW) in Ulm, Germany over the last nine years with major funding from Robert Bosch GmbH and Lockheed-Martin Corporation. The design of ALISA was inspired and motivated by the multi-path cortical-column architecture and adaptive functions of the mammalian visual cortex.

Based on training with a small number of exemplars, the ALISA Texture Module has demonstrated excellent detection of anomalies and classification of textures in test images. Applications include the detection of intruders in complex environments, the detection of vehicles in desert terrain, the identification of defective motors from their acoustical signatures, the detection of aneurysms in MRI heart images, and the classification of benign and malignant cells in liver samples and mammograms.

The ALISA Geometry Module classifies geometric structures in images by extracting categorical features from the texture class maps generated by the Texture Module. In one mode, the Geometry Module can be taught to recognize and classify a set of simple “canonical” geometric concepts, such as horizontal, vertical, slanted, curved, intersecting, interrupted, symmetrical, and the like. Very few training samples are required to generalize these symbolic concepts. Alternatively, the Geometry Module can learn to classify “secular” geometric concepts, such as signatures of different persons, text and graphics structures in manuscripts, different kinds of boats, open and closed doors, different kinds of coins, different kinds of fruits, different brands of batteries, different postage stamps,etc.

The ALISA Shape Module, currently under development, classifies shapes in images based on the information in geometry class maps. The Shape Module can classify canonical shape concepts, such as isoceles triangles, trapezoids, rectangles, etc., and secular shape concepts, such as faces, human bodies, Latin letters, bottles, cars, airplanes, etc.

Long-term research focuses upon the extension of ALISA to successively higher levels of cognition: textures geometries shapes parts objects scenes, using feedback from higher to lower levels for disambiguation, new class discovery, and the assignment of symbolic value. Toward this end, the ALISA Concept Module, which is currently under development, combines the decisions of the Texture, Geometry, and Shape Modules to classify higher level concepts. Until the Concept Module is available as a standard component of the ALISA system, the texture, geometry, and shape class maps generated by ALISA can provide useful symbolic operands for classical model-based and rule-based systems to classify more complex concepts at higher cognitive levels.
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Introduction

Based on collective learning systems theory [Bock93], the ALISA system is a two-path, multi-channel, hierarchical network of processing modules that learn to recognize and classify structures in images and signals at increasing levels of cognitive abstraction, as shown in Figure 1. The two cognitive paths diverge from the first layer of Texture Modules that operate in parallel to classify the textural characteristics of the surfaces in the original images received by the sensorium of ALISA. In the mammalian cortex, these images arrive at the primary visual cortex (V1) from the retina by way of the thalamus and the lateral geniculate nucleus. [Zeki92]

As shown in Figure 1, one path in the ALISA cognitive hierarchy is dedicated to learning and classifying phasic or canonical concepts, analogous to the syntactic processing that occurs primarily in the left hemisphere of the mammalian cerebral cortex. Canonical concepts are those that may be understood without taking cultural context into account, i.e., fundamental concepts that all human beings would classify the same way regardless of education and upbringing. Examples of canonical concepts include horizontal, rectangle, and liquid. The second path is dedicated to learning and classifying gnosic or secular concepts, analogous to the semantic processing that occurs primarily in the right hemisphere of the mammalian cerebral cortex. Secular concepts are those that require taking the cultural context into account, i.e., concepts whose meanings are matters of opinion or require knowledge about a specific cultural context. Examples of secular concepts include garish, coke bottle, car, and rich.
Both paths in the hierarchy are divided into levels. Each level in the hierarchy marks an increase in the level of cognitive abstraction, from primitive concepts like horizontal and vertical, to highly sophisticated concepts like truth and beauty. The higher the phylum a creature occupies in the animal kingdom, the larger the brain, and, in general, the more levels of abstraction the creature probably enjoys. We often assume the human being is at the peak of this scale, although so little is known about the cognitive processes of the dolphin and the whale, whose brains are as large and complex as ours, such a conclusion may well be the height of racism.

In each path at each level of the hierarchy several processor modules operate in parallel channels to extract similar information at different spatial and temporal scales or resolutions. A set of these modules is called a layer. These different scales allow the corresponding ALISA modules in one layer to draw several conclusions about the structures in images and signals at the same time, and feed them all forward to subsequent layers and levels in the hierarchy for classification from higher cognitive perspectives. Thus, if level n of the hierarchy classifies an object as a wooden stick, level n+1 may refine this classification and conclude that the object is a pencil.
The first level of the hierarchy consists of a single layer of Texture Modules. These Texture Modules receive their input directly from the environment via a set of sensors. In ALISA applications, this sensor is often a video camera, but can, in fact, be any source of information that can be rendered as a 2-dimensional array of pixels, including spectrograms computed from time-series signals. The output of each channel in this first layer is a class map that segments the input image into regions of common texture at its specified spatial scale. The class maps from all the channels of the Texture Module are sent to the layers of canonical and secular Geometry Modules at the second level of both paths of the hierarchy, where the boundaries of each of the segmented regions are classified at several spatial scales. The class maps from both layers of Geometry Modules are then sent to Shape Modules at the same level of both paths of the hierarchy, as well as the Geometry Module in the opposite path at the next level of the hierarchy. The layer of Concept Modules at each level of the hierarchy receives the class maps from the Shape and Geometry Modules at the same level and the Concept Module at the previous level, combining the decisions represented in the input class maps into a summary classification. This connectivity is propagated down through all levels of the hierarchy, as shown in Figure 1. The criss-crossing lines of connectivity between the two paths are analogous to the inter-hemisphere connectivity provided by the corpus callosum in the mammalian cerebral cortex.
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If the classification of the Concept Modules has insufficient confidence (based on thresholds set by the user in the case of ALISA, and by the limbic system in the case of the human brain), then the modules that provided inputs to this classification process are sent a message to reconsider their own classification decisions and resubmit modified decisions, a process called disambiguation. Disambiguation may be accomplished by lowering a classification confidence threshold, by changing the viewpoint (selective attention), by adjusting the feature extraction parameters, or by recursively requesting disambiguation by a previous Concept Module. If disambiguation is not successful within some prescribed limits of confidence and/or time, then the ALISA engine will query the user to label the class of the “unknown” object, thus initiating the process of new class discovery. Iterative cycles of feedforward and feedback for disambiguation are responsible for the contemplative delays we humans experience as we try to figure out the meaning of a complex scene in our field of vision [Hoffman98]. This architecture for the ALISA system was influenced by and is consistent with the vision-processing protomodel proposed by Stephen Kosslyn of Harvard University [Kosslyn94], as shown in Figure 2.

At the present time, the Texture and Geometry Modules are well-tested, mature elements of the ALISA system. The Shape Module module is nearing the end of its development process and will be installed into the ALISA library in the near future. The Concept Module is in the design stage and will be implemented and tested over the next year and installed into the ALISA library by the end of 2001. Nevertheless, as reported in the main section of this paper, the Texture and Geometry modules by themselves can be used to build ALISA engines to accomplish a wide variety of useful image processing tasks. The amount of memory required for each module is usually on the order of one megabyte for each class. Thus, a typical ALISA engine today is limited by hardware resources to two rather sparse levels: a small set of Texture Modules at the first level connected to a few canonical and/or secular Geometry Modules at the second level. A summary of the process flow of the ALISA system is presented in Figure 3.

The Texture Module

The Texture Module scans the entire input image with a rectangular window that covers a small local neighborhood of pixels, called an analysis token, in a fully overlapped manner from left to right and top to bottom. Each analysis token captures the values of the pixels in its window, called an analysis pattern. Because the scan is fully overlapped, every pixel in the image is the center of an analysis token, and thus the number of analysis patterns acquired from each image is usually equal to the number of pixels (area) of the image (although it is sometimes necessary to ignore the extreme edges of the image where the analysis token falls partially outside the image). 

From each analysis pattern, a Texture Module computes one or more feature values. These features and their parameters are selected by the user based on expertise with the application domain and the ALISA process itself. A wide variety of features are included in the ALISA feature repertoire, including average pixel intensity, standard deviation, skew, kurtosis, gradient magnitude, gradient direction, hue, saturation, brightness, etc. Feature parameters usually include the size of the analysis token, the dynamic range of the feature value, and the precision of the feature value, i.e., the number of quantized values (bins) that are determined to be sufficient to represent the feature value in a histogram without incurring significant loss of information or excessive quantization error. Clearly, the choices for these parameter values are the most important decisions that the user must make when designing a Texture Module. Experience with this process over the years has revealed that these decisions, however, are often not very difficult for an experienced ALISA user. Examination of the joint and marginal histograms of the feature values acquired over a typical training set usually yields clear values for the dynamic ranges and precisions of the selected features. In addition, one of the original ALISA designers has developed an automated method for optimizing these parameter values for a given set of features [Schmidt93].

Once the feature values have been extracted from an analysis pattern, they are assembled into a feature vector that indexes a feature space, whose dimension is equal to the number of features, and whose cardinality is equal to the product of the precisions of the individual features. Thus, if 4 features are used and each feature is quantized to a precision of 25 states, then the cardinality of the feature space is 254 = 390625. This feature space is the domain of a set of structurally identical histograms, called the State Transition Matrix (STM). Each feature histogram in the set is a row in the STM, which represents a specific class of textures to be learned by the ALISA Texture Module. For instance, if a Texture Module were used to learn representative textures of the surface of the earth as captured by satellite images, one row of the STM might be used to learn the texture of grasslands, another row might be used to learn the texture of mountainous terrain, another row might be used to learn the texture of oceans, and so forth.

After configuring the feature space of its STM and selecting the texture classes to be learned (the representational bias of the module), an ALISA Texture Module is trained by showing it images of each class (each row in the histogram), one at a time. Each feature vector derived from each analysis pattern from each training image for a specific texture class is used to index into the corresponding bin and row in the STM, and the count in this bin is incremented. If the size of each image is 640 by 480 pixels, each image will contribute (640)(480) = 307200 counts to the STM. For typical image sizes, only a small number of images is need to train the module, providing that this small set represents a reasonable cover of the analysis patterns (feature vectors) that adequately represent the texture. When training is complete for all classes, the histograms in the STM represent an estimate of the probability density function (pdf) of the feature space for the trained classes. Typically, between 10 and 100 images are sufficient to converge to a good estimate of the pdf for each class. [Bock92].

During testing, a test image is shown to the ALISA Texture Module. Once again, a feature vector for each analysis pattern in the image is used to index into the feature space (domain) of the STM. A multinomial-variance-based classifier is used to select the class (row) with the highest posterior probability for that feature vector value. The unique symbol for that class is placed in a class map at the same pixel location as the center of the analysis token from which the analysis pattern was extracted; thus the class map is spatially isomorphic with the input test image. Pixel by pixel, the complete class map is generated for that test image, with each pixel in the class map representing the best estimate of the texture class as learned by the Texture Module during training.

If only one class is learned by the ALISA Texture Module, this is called anomaly detection. The class map for this special case is called a normality map, in which the grayscale of each pixel represents the probability that the corresponding pixel in the original image belongs to the trained class. Those pixels whose probabilities (normalities) are lower than some user-specified threshold are classified as anomalies. This single-class configuration of ALISA for anomaly detection is especially useful for industrial inspection tasks in which the goal is to detect manufacturing defects.

A single class map or normality map, called a channel hypothesis, is generated for each channel in a layer. These individual channel hypotheses may be combined across all channels into a single summary map, called a super hypothesis. There are several ways to combine the individual channel hypotheses. For anomaly detection layers, a common method is to compute the non-normal average of the normalities across the complete set of coaxial pixels of the individual normality maps from each channel. For classification layers, a common method is to compute the mode of the classifications across the complete set of coaxial pixels in the individual class maps generated by the module in each channel.

Several examples of the application of the ALISA Texture Module for both anomaly detection and classification are presented in Figures 4 through 7. [Bock92] [Hubshman92]

Figure 4: Fractal Anomalies
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An ALISA 4-channel Texture Module configured for anomaly detection was trained with 50 video images of fractal objects of dimension 2.1 using 4 features: average intensity, standard deviation, gradient magnitude, and gradient direction. Each channel used the same four features with different tokens sizes. After training, ALISA was shown a set of fractals with the same dimension as controls. A sample Super Hypothesis for one of these control images (upper left) is shown in the upper right. Except for a few abnormal pixels (light and medium gray), this Super Hypothesis is almost entirely normal (white). However, when ALISA was shown a test fractal image containing several anomalous structures (lower left), the Super Hypothesis (lower right) detected all these anomalies as severely abnormal (dark gray and black pixels) with a very high confidence.

[image: image5..pict]Figure 5: Vehicle Detection
An ALISA 4-channel Texture Module, configured for anomaly detection using four features (see the configuration in Figure 6), was trained with 27 video images of desert terrain. After training, ALISA was shown a set of several more similar desert terrain images as controls. A sample Super Hypothesis for one of these control images (upper left) is shown in the upper right. This Super Hypothesis is entirely normal (all white). However, when ALISA was shown a test image with a tank sitting on the desert floor (lower right), the Super Hypothesis (lower right) detected the tank as clearly abnormal (dark gray and black pixels) with a very high confidence. The patch of normal texture on the turret of the tank may be due to undegraded camouflage, suggesting that ALISA could be used to test the effectiveness of camouflage in the field, as well as automatic target recognition. (Images courtesy of Booz-Allen Hamilton)

Figure 6: Intruder Detection
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An ALISA 2-channel Texture Module configured for anomaly detection using four features (average intensity, standard deviation, gradient magnitude, and gradient direction) was trained with just 4 video images of a child swinging in a swing in a backyard with trees swaying in the wind and birds entering and leaving the scene. After training, as an informal control, ALISA was shown several more similar backyard images. A sample Super Hypothesis for one of these control images (upper left) is shown in the upper right. Except for a few abnormal pixels (light and medium gray), this Super Hypothesis is almost entirely normal (white). However, when ALISA was shown a test image with a man standing near the child (lower left), the Super Hypothesis (lower right) detected the man as severely abnormal (dark gray and black pixels) with a very high confidence.

[image: image7..pict]Figure 7: Liver Tissue Classification
An ALISA 2-class 3-channel Texture Module, configured for classification using four features (see the configuration in Figure 6) was trained with 50 grayscale microphotographs of healthy and diseased liver tissue samples. After training, ALISA was shown a set of several additional images of healthy tissue as controls. A sample Super Hypothesis for one of these control images (upper left) classified all regions as either healthy or tied (upper right). When ALISA was shown a test image containing diseased tissue (lower right), the Super Hypothesis (lower right) clearly classified and located three diseased regions. Pathologists have verified that the results for all the test cases were consistent and correct. This experiment demonstrates the feasibility of automating of the routine inspection of liver tissue samples with an acceptably low error rate.

(Images courtesy of Eli Lily)

The Geometry Module

The purpose of the ALISA Geometry Module is to classify the boundaries of regions in a class map generated by the Texture Modules in the first level of the hierarchy, by the Shape Modules in both paths of previous level of the hierarchy, and by the Geometry Modules in the other path of the previous level of the hierarchy, as shown in Figure 1. By design, the operation of the Geometry Module is similar to the operation of the Texture Module. A 3x3 analysis token is scanned over the input class map from right to left and top to bottom in a fully overlapped manner. Because the classes in a class map are categorical rather than numeric, arithmetic features cannot be computed. Instead, two non-arithmetic features are extracted from the analysis token: classDifference and classCount. 

ClassDifference is a 36-bit feature in which each bit represents the equality (0) or inequality (1) of every pair-wise combination of the 9 class symbols in an analysis pattern. (If all the symbols are the same, the classDifference value is 36 zeros; if all the symbols are different, the classDifference value is 36 ones.) Although this 36-bit value theoretically enumerates 236 = 68,719,476,736 states, only 22147 of these states can really occur; all the other values cannot occur because of logical contradictions. Each of the 21147 states also represents a specific number of classes, from 1 to 9, which is encoded as the classCount feature. However, since each combination of a classDifference with a classCount is unique, the classCount simply partitions the Geometry Module STM.

Unlike the Texture Module, the two features for the Geometry Module have no user-specified parameters; the token size is fixed at 3x3. However, a different undersampling interval may be specified for each channel to allow geometries of the boundaries between regions to be perceived at different spatial scales. The undersampling interval is the distance between two consecutive pixels in the analysis token, as shown in Figure 8. No undersampling, therefore, implies an undersampling interval of one, i.e., the pixels in the analysis token are adjacent. Clearly, if the undersampling interval is greater than one, then some sort of low-pass filter must be applied to the input class map before undersampling can take place in order to avoid aliasing in accordance with the Nyquist criterion. Because the input class maps are categorical, arithmetic functions for the low-pass filter are not possible, and thus the low-pass filter is typically instantiated as a mode filter. If a Geometry Layer is applied to class maps whose maximum dimension is approximately 2n pixels, it has been determined that n-2 Geometry Modules with undersampling intervals equal to (2i  - 1) for all i from 1 to n-2 will cover the scale space adequately. [Howard96]

The Geometry Module is trained in exactly the same manner as the Texture Module: a small number of examples of the canonical or secular classes to be learned are used for training. Once trained, the Geometry Module may be used to classify the geometries of the boundaries of the regions in test class maps. If several channels (several undersampling intervals) are used to classify the geometries at several spatial scales, a super hypothesis may be assembled from the individual channel hypotheses to summarize the classifications across all scales. Note, however, that such an assembly of a super hypothesis may not always be appropriate, because training and classification at different spatial scales may capture completely unrelated classes. For example, if a Geometry Layer with several channels is trained on Latin text, although small scales (small undersampling intervals) may be able to capture the characteristic shapes of Latin letters, larger scales (larger undersampling intervals) may not be useful for this, but rather for detecting larger textual structures, such as words, phrases, and paragraphs. In this case, a super hypothesis would summarize these unrelated concepts with questionable results.

[image: image8..pict]Figure 8: AGM Feature Extraction

The ALISA Geometry Module extracts two pre-defined features from a 3x3 Analysis Token that is scanned over the entire image in a fully overlapped manner. Unlike the illustration given here, usually the horizontal and vertical undersampling intervals are the same. Using unequal intervals implies some prior knowledge about differences between the horizontal and vertical scales of structures in the original image.

Several examples of the application of the ALISA Geometry Module for both canonical and secular classification are presented in Figures 9 through 13. 
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Figure 9: Horizontal Classification

An ALISA Texture Module trained with a set of 500 original images, 100 each of 5 canonical geometric concepts: Curved (C), Downslant (D), Vertical (V), Upslant (U), and Horizontal (H). Each concept was represented by the appropriate boundary between two regions of different textures. Each texture map was then used to train a 6-channel Geometry Module to learn all 5 canonical geometric concepts, as well as ties (T) and rejects (R). After training was complete, a set similar images with a horizontal boundary (upper left) were classified by the Texture Module to generate texture maps (upper right). Each texture map was then shown to the trained Geometry Module, which classified the texture boundary with all 6 channels. As shown, the high spatial resolution of the channel 1 class map classifies each segment of the boundary in great detail (lower left), while the lower spatial resolution of the channel 3 class map correctly and consistently classifies the entire boundary as horizontal.

[image: image10..pict]Figure 10: Curved Classification

An ALISA Texture Module trained with a set of 500 original images, 100 each of 5 canonical geometric concepts: Curved (C), Downslant (D), Vertical (V), Upslant (U), and Horizontal (H). Each concept was represented by the appropriate boundary between two regions of different textures. Each texture map was then used to train a 6-channel Geometry Module to learn all 5 canonical geometric concepts, as well as ties (T) and rejects (R). After training was complete, a set similar images with a curved boundary (upper left) were classified by the Texture Module to generate texture maps (upper right). Each texture map was then shown to the trained Geometry Module, which classified the texture boundary with all 6 channels. As shown, the relatively high spatial resolution of the channel 2 class map classifies each segment of the boundary in great detail (lower left), while the low spatial resolution of the channel 6 class map correctly classifies the entire boundary and internal region as curved.
Figure 11: Text/Graphics Separation
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A 3-class single-channel ALISA Geometry Module was trained with a large set of thresholded (binarized) scanned images of patent documents. The first class was trained with extracted segments of the (somewhat noisy) backgrounds of the documents. The second class was trained with extracted segments of text. The third class was trained with extracted segments of graphics. The example at the right is a secular classification of a small section of one page of a patent document (not used for training) by the trained ALISA Geometry Module. Note that the numeric annotations in the diagram at the bottom of the map are correctly classified as text. The first letter of the paragraph of text (F) is misclassified. Some sections of the ellipses (.....) at the top of the map are classified as text and others as graphics; the correct classification is unclear. This experiment demonstrates the feasibility of automating the separation of text from graphics in the patent examination process.

(Images courtesy of Thomson Labs)
[image: image12..pict]Figure 12: Battery Classification

An ALISA Texture Module was used to generate 159 texture class maps from 159 grayscale video images of three brands of batteries. 99 of these texture maps were then used to train a secular 3-class 3-channel ALISA Geometry Module. The different undersampling intervals for the 3 different channels were used to capture the geometric designs on the batteries at 3 different spatial scales. After training, the Geometry Module was then used to classify the remaining 60 texture maps. The ALISA Geometry Module correctly classified each brand of battery with a statistical confidence greater than 99%. The three examples at the right illustrate typical classification results. The percentages are the areas classified correctly in each map. The large number of ties in the geometry maps (white pixels) indicate that the batteries share a great deal of geometric design in common.

(Images courtesy of The Research Institute for Applied Knowledge Processing in Ulm, Germany)
Figure 13: Stamp Classification

[image: image13..pict]
A 3-channel ALISA Geometry Module was trained on 5 different classes of US 32-cent postage stamps. When the original video images were acquired, the stamps were only approximately oriented to the horizontal with respect to the camera FOV. The texture maps were obtained from the video images by converting them to grayscale and applying a simple statistical segmentation method, called posterization. Training of the Geometry Module was performed with four different rotations of the texture maps (0, 90, 180, and 270 degrees). Texture maps from different samples of the same types of stamps were then used to test the classification performance. Results showed that the trained Geometry Module could correctly classify the stamps at all four rotations, with significant tolerance to small variations about these rotation angles. Typical results are shown at the right. Moreover, based on this training with uncanceled stamps, the Geometry Module was also able to correctly classify canceled stamps of the same type, even though the stamp design had been partially occluded by the cancellation marks.

(This work was performed by Dr. Cheryl Howard as part of her Doctoral research.)

Future Directions

The Shape Module. The purpose of the ALISA Shape Module is to classify the shapes of regions in a class map generated by the Geometry Modules in both paths of the same level of the hierarchy and by the Shape Module in the other path of the previous level of the hierarchy, as shown in Figure 1. This module is currently in the final stages of development and will be installed in the ALISA system by the end of 1999. Two different approaches are being implemented. Both approaches abandon the retinal map that has been propagated through both the Texture and Geometry Modules, employing a vector representation to represent shape information.

The first approach uses a radial-feature token that constructs range vectors (radials) at a set of uniformly distributed angles originating from the centers of all constant-class segments on a geometry class map representing the four canonical classes: horizontal, upslant, vertical, and downslant. The vectors measure the normalized range to the closest intersection with another segment in geometry class map. This representation insures both rotation and scale invariance. During training, the set of vectors (ranges) are accumulated in the STM of the Shape Module. During testing, a similarity metric is used to compare new vectors from the test image with the trained vectors in the STM. The closest match specifies the class of the shape in the test image. [Becker98]

The second approach converts the boundaries of each closed or partially closed region in a geometry class map to a chain code of 2n elements, one for each of n side lengths and n turn angles along the boundary of the region. This chain-code representation insures both rotation and scale invariance. During training, the chain codes are acquired from the exemplars in the training maps in small sets (e.g., 30) and periodically clustered into smaller, more general sets of prototype chain codes, based on their pairwise similarities with each other and with previously acquired prototypes. Several different chain-code similarity metrics are being investigated, such as a simple Euclidian distance and more complex geometrical metrics. During testing, the similarity metric is used to decide which prototypical chain code matches the test chain code most closely, and the test vector is classified accordingly.

The Concept Module. The purpose of the ALISA Concept Module is to classify the summary concept that best describes the combination of textures, geometries, and shapes of regions in the class maps that have been generated by a set of Texture, Geometry, and Shape Modules, as shown in Figure 1. This module is currently in the initial stages of development and may be installed in the ALISA system by the end of 2001. The Concept Module will allow the presence of flowers, grass, and trees to be classified as a garden, the juxtaposition of a man, a woman, and several children in a dining room to be classified as a family, a long sequence of slow-moving vehicles on a highway to be classified as a traffic jam, a ship with only its prow extending almost vertically from the surface of the ocean to be classified as a maritime emergency, and so forth.

The Evolving ALISA System. The current ALISA system supports fully functionally Texture and Geometry Modules. The Shape and Concept Modules are under development and will soon be installed in the ALISA system. However, the two current modules are, by themselves, capable of accomplishing significant and useful tasks in pattern recognition and classification. When all four modules are complete and functional, they will be embedded in a control structure that allows the hierarchical architecture and process flow described in Figures 1, 2, and 3 to be realized, including iterative assembly of low-level objects into higher-level objects, feedback for disambiguation in the event of unsuccessful classification, and new class discovery based on failed classifications. Subject to the constraints of available computing resources, it is expected that over the next decade the evolving ALISA system will be capable of approaching high-level vision tasks incrementally, from sensor acquisition to object recognition and, eventually, image understanding.
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